Audio testen

Dr. Olaf Thiele — olaf.thiele@ainblick.de — 24. Mai 2023 GTD

Infos, Folien und
Links zu den Demos

ainblick.de/gtd



Ablauf

01

14:45 - 15:20 Uhr 15:30 - 16:05 Uhr
- Uberblick / Journey - NLU testen
- KI-Transkription - Synthese

- NLU Testideen - Ausblick






















Co - = iV ik A

Datei Bearbeiten Anzeige Einfligen Laufzeit Tools Hilfe

B Kommentar &% Teilen £X

{x}

<>

+ Code + Text

RAM __

V/ljuﬂkag;;

A

LLMs ausoprobieren

ausgefihrt.

» Initialer Code

[4] Code anzeigen

» ChatGPT testen

o ° Code anzeigen

Teilweise ist der Code verdeckt, d:

» Kleines Spiel

zg [18] Code anzeigen

¥ Prompting
o [19] #@title Prompting

p I"l‘Jmpt = nnmn

Ich will den folgenden Code testen.

Der Code wird auf dem Server, hier Google, ausgefiihrt. Durch Klicken auf den "Play"-Button/Pfeil links oben neben einer Zelle wird diese

Demo LLM 1

Demo LLM 2
ainblick.de/gtd

Welches Framework soll ich nehmen und erstelle Code in 10 Test Cases und
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CHATGPT

FOR YOUR BUSINESS
A  What's ChatGPT? /

-
B 12 Fascinating Prompts

C ChatGPT Updates & Workshops

Version 03 as of 22.02.2023

hello world




Gehaltstraining Start  Uber  Strategien  Coach \ FAQs  Kontakt Direkt loslegen

Du verdienst mehr als Du
bekommst?

Ube mit mir so oft Du willst, bevor es mit Deinem Chef ernst wird.










0 You are the boss in an appraisal with an employee in a zoom call
who wants a salary raise. Answer the following question in max
100 characters in a general fashion: "Sorry, door bell rings, be
back in a sec. Getting a parcel."

@ "Sure, take your time. We can resume our discussion when you're 5 GP

ready.”
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LLMs

Neben ChatGPT gibt es aktuelle eine ganze
weitere Reihe an Modellen, die nach
Andentieren benannt sind: Llama, Alpaca,
Vicuna. Wenn auch nicht kommerziell
einsetzbar, zeigen sie den technischen

Stand auf.
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Audio muss in Abschnitte <10

Die Audioteien werden in

Sekunden aufgeteilt und Spektogramme Uberfihrt und

transkribiert werden. in Zahlen umgewandelt.

Der CTC-Algorithmus versucht
Buchstaben eine Position in

der Audiodatei zuzuordnen.
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b COQUI About Blog Code Jobs Models

Coqui frees speech technology,

bringing research into reality

Coqui is dedicated to open speech technology and to serving as the
hub where speech researchers, developers, and practitioners
congregate.

Our projects include deep learning based STT and TTS engines, a
job scheduler and there is more to come.



% coqui

STT Models

Q search Models
Model Card C
Ukrainian STT v0.4
Welsh STT v21.03
Catalan STT v0.14.0
German STT v0.9.0
Kinyarwanda STT v0.0.1
Spanish STT v0.0.1
French STT v0.6
French STT v0.0.1
German STT v0.0.1
Italian STT v0.0.1
Polish STT v0.0.1
Komi-Zyrian STT v0.0.1
Chuvash STT v0.1.0

Basque STTv0.1.0

Luganda STT v0.1.0

TTS Maodeis (Coming Soan)

Language ©
Ukrainian
Welsh
Catalan
German
Kinyarwanda
Spanish
French

French

Italian

Polish

Chuvash
Basque
Luganda

Creator &

Yurii Paniv

Dewi Bryn Jones
Ciaran O'Reilly
Aashish Agarwal
Digital Umuganda
Jaco-Assistant
commonvoice-fr
Jaco-Assistant
Jaco-Assistant
Jaco-Assistant
Jaco-Assistant
ITML

ITML

STT Engine C

Coqui STT v1.0.0

Coqui STT v1.0.0

Coqui STTv1.0.0
Coqui STT v1.0.0
Coqui STT v1.00

Coqui STT v1.0.0

Coqui STT v1.0.0

Coqui STTv1.0.0
Coqui STTv1.0.0
Coqui STT v1.0.0

Coqui STT v1.0.0

v0.6

v0.0.1

v0.0.1

v0.0.1

v0.0.1

v0.0.1

v0.1.0

v0.1.0

v0.1.0

About Blog Code
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Co & Demo Hoéren1 i . ah Teilen £

PRO* Dpatei Bearbeiten Anzeige Einfiigen Laufzeit Tools ,
Zum Beenden des Volibildmodus | F11 | dricken

+ Code + Text & In Google Drive kopieren Verbinden ~ A

ifi

& R AN B
~ Horen 1 - Kleines coqui Modell
{x}
Zunéachst eine lokale Audioerkennung mit Hilfe eines 40MB Modells.
O
[ 1 # coqui stt installieren
Ipip install stt
oo ° °
Demo Horen 1 - ainblick.de/gtd
[ ] # Der Aufruf mit | lauft auf Linux-Kommandozeile und ist aus jedem Code aufrufbar, aber Modelle kdnnen nich vorgehalten werden
Istt --model small-model.tflite --audio gtdl.wav
[ ] !Istt --model small-model.tflite --audio gtd2.wav
<>
[ ] import IPython.display as ipd
ipd.Audio('gtd3.wav') # load a local WAV file
b

[ ] # Ein 48MB Modell ist beschrankt in seinem Inhalt




2t coqui About Blog Code Jobs Models

STT Models

Model Card T Language C STT Engine C Model Version C Download
Ukrainian ST Coqui STT v1.0.0 v04 J
Welsh Coqui STT v1.0.0 v21.03 E
Catalan' Coc

German STT v Coe

Kinyarwanda STT v0.0 Cog

Spanish STT v0.0.1 Cod

French STT Coqui STT v1.0.0 v0.6 !
Fren, Coqui STTv1.0.0 v0.0.1 4
German Coqui STT v1.0.0 v0.0.1 +
Italian STT vO.( Italian Coqui STT v1.0.0 v0.0.1 v
Polish STT v0.0.1 Polish Coqui STT v1.0.0 v0.0.1 v
Komi-Zyrian STT v0.0.1 Komi ITML Coqui STT v1.0.0 v0.0.1 ¥
Chuvash STT v0.1.0 Chuvash ITML Coqui STT v1.0.0 v0.1.0 +
Basque STT v0.1.0 Basque ITML Coqui STT v1.0.0 v0.1.0 ¥

Luganda STT v0.1.0 Luganda ITML Coqui STT v1.0.0 v0.1.0 &
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Audio muss in Abschnitte <10
Sekunden aufgeteilt und

transkribiert werden.

1.0 1.5 20
Time (s)

Die Audioteien werden in
Spektogramme uberfihrt und

in Zahlen umgewandelt.

2.5

Der CTC-Algorithmus versucht

Buchstaben eine Position in

der Audiodatei zuzuordnen.

SchlieBlich werden gefundene
Worte durch den Abgleich mit
einem Worterbuch
.verbessert”. Z.B. ,ddduuu” in
,du”



1.000 h

Annotiertes Material

96h

Trainingszeit V100

Gesamttraining

Man trainiert mit einer mittleren Menge

von 1.000-5.000 Stunden ein eigenes 2 OO IVI B

Modell Gber eine langere Zeit und erhalt

ein kleines Modell von 50-200MB GréBe. ModellgroBe

Beispiel: coqui.ai Modelle



Verbesserungen

149

106

79

57

41

32

25 21

18

16
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127 121 11,4 113 106 104 94

Loss nach Epoche

9.2

93

9.2

8,7

Overfitting?

9,1

8,9

8,4

8,5

8,1

7,1



Lernkurve
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Finden der

besten Losung

Computed by Wolfram|Alpha



Finden der besten

Losung ist
manchmal Zufall

Computad by Wolfram jAlpha



W




50.000-600.000h 100 h

(Nicht) annotiertes Material flir ein Foundation Model

24h

Trainingszeit V100

Nachtraining

Man trainiert mit einer kleineren Menge 1 02 4 M B

von 2-1000 Stunden ein groBes

vorhandenes Maodell eine kleine Zeit nach ModellgroBe
und erhalt ein groBes Modell von 1-3GB
GroBe.

Beispiel: huggingface.co Modelle



S T
- .'n‘-t.\’i‘ ’




w% Hugging Face Q. Search models, datasets, users... # Models ~ Datasets Spaces | Docs  « Solutions  Pricing
Hugging Face is way more fun with friends and colleagues! & Join an organization Dismiss this message

Spaces now supports Streamlit 1.0 (checkout the Changelog for new feature updates)

BB spaces

Discover amazing ML apps made by the comn

Search Spaces

Yr Spaces of the week &

b

Q 12

Q9

Gauravgs Texbssummarizer
—

Small Object Detection with YOLOVS

Comparing CLIP and SLIP

& vivien 27 daysago ® fcakyon vesterday @ anaxagoras? 28 days ago

v

I

®



Doppelganger Podcast, protokolliert!

ODCASIS () ChAT

Dies ist eine nicht-offizielle Seite zum Doppelganger Podcast (Fanpage?!). Du findest hier
KI-generierte Transkripte aller Podcast Folgen und kannst den (nicht ganz echten)
Podcast Hosts Fragen stellen.

Hast Du Interesse an Kl-generiertem Content und Datenverarbeitung im Bereich Medien und Podcasts? Dann schau
gerne auf PodWwriter vorbei wo Du Dich fir den Newsletter dieses Projekts eintragen kannst. Ansonsten: Feedback,
Anregungen, Kritik gerne jederzeit an robert@kra.hn.

#2350

GAIO: Generative Al
Optimierung | Linda

Yaccarino | Shein | Sea
limited | On Running |
Carhartt Lizenz
Business

20. Mai 2023

#249

Google I/0 sagt
hundertvierzig mal ‘Al |
Sono Motors | MAAMA
als letztes Oligopol? |
Pickleball vs Paddle |
Fiverr, Home2Go,
Paypal, Nubank,
Monday.com,
ZipRecruiter, The Trade
Desk

417 kAail ONAND7T

Suche & Finde...

#248

® Das Zeitalter der
Effizienz | Al Cheat
Sheet | OMR23 Recap |
Neue Twitter CEO |
Earnings: Palantir,
AirBnb, About You,
Twilio, Affirm, Upstart,
Robinhood, Beyond
Meat

13. Mai 2023

#247

Al Talk auf der OMR
Conference Stage |
China & Computer
Chips | Outlier in
Deutschland | Earnings:
Atlassian, Teamviewer,
DoorDash

10. Mai 2023




ﬁ Hugging Face [Q whisper| ] # Models = Datasets [ Spaces " Docs & Solutions Pricing = @

Models
Hugging Face is way mor R R e T in Dismiss this message
ggerganov/whisper.cpp
+ New openai/whisper-large &2 Trending  last 7 days
guillaumekln/faster-whisper-large-v2 anity  Likes Models Datasets Spaces
othiele openai/whisper-base
& Profile enai/whisper-tiny
* Inbox (0) ) ° —
- See 3405 model results for "whisper"
ugging Face - Okosystem
® Pro
Organizations Whispering-GPT/lex-fridman-podcast
+ Create New distil-whisper/librispeech_asr @ 11llyasviel/ControlNet-vi-1
5r-53-german-with-1lm Updated 28 days ago « © 1.24k
- See 62 dataset results for "whisper"
Resources s
Races O runwayml/stable-diffusion-vi1-5
~ Hub guide sanchit-gandhi/whisper-jax (7 - Updated 18 daysago - £ 2.37M - © 7.81k
- Transformers doc
openai/whisper
~ Forum ~ fka/awesome-chatgpt-prompts
? Tadks vumichien/Whisper_speaker_diarization ® Preview - Updated Mar 7 » % 1.24k - © 2.13k
/ Learn new Try Full-text search -

* mosaicml/mpt-7b
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Ablauf

01

14:45 - 15:20 Uhr 15:30 - 16:05 Uhr
- Uberblick / Journey - NLU testen
- KI-Transkription - Synthese

- NLU Testideen - Ausblick










_Jelelglele

Build for Amazon Alexa, Google - -
ASSiSTant & Co' in one plqce' (® Amazon Alexa (® Google Assistant

Manage a unified voice experience across multiple digital
assistants in an agile team of VUI designers, developers &

Co.




Search or jump to... Pull requests Issues Codespaces Marketplace Explore

H codeforequity-at / botium-core Public OWatch 14 ~  F Fork 60 ~ 3 Star 211~

<> Code () Issues 10 {0 Pull requests 1 ® Actions [ Projects [ wiki @ Security |22 Insights

¥ master ~ F 135 branches © 146 tags Go to file Add file » <> Code ~

About

The Selenium for Chatbots - Bots Testing

@’ codeforequity-at Update README.md v 6858859 last week %) 1,486 commits Bots
B .github Create stale.yml 4 years ago ¢ www.botium.ai
B samples Eslint 2 years ago chatbot selenium test-automation
testing-tools botium

B sic Merge pull request #750 from codeforequity-at/b... 2 weeks ago
0 test Merge branch 'develop’ into bugfix/BOT-3888-co... last week [ Readme

58 MIT license
[ .eslintignore Moved Webspeech connector to own repository 3 years ago

& Code of conduct
[ .eslintrcjs cleaning up testcases 9 months ago & 211 stars
[ .gitignore Merge Arrays from Botium JSON on configuration 5 years ago ® 14 watching

60 fork

[ .npmignore fix fbdirect mode 5 years ago ¥ ore

Report repository
[§ .tern-project scripting utterances 5 years ago



Ew
| / JOVO Docs Marketplace Examples News

m v4.5is here »

Build apps for
voice, chat, and
beyond.

The multimodal experience platform that enables

professional teams to build and run apps that work across
smart speakers, the web, mobile, and more. Fully
customizable and open source.

$ npm install -g @jovotech/cli Get Started >

% 1 GAE ctarc on GitHu b

Community

Q  Search..

Ctrl K




< Your Skills HalloGTD Build Code Test Distribution Certification Analytics

[ ] — o
DO mEZ| 8 & B -w| »x & L | O Denlo
New New Delete Rename DynamoDB S3 CloudwWatch  Usage Integrate Download Import Offline Docs ptoy
File  Folder atabase  Storage Logs Skill Code Tools
v [ Skill Code index.js x Last Deployed: May 23, 2023, 11:02 PM
¥ 3 lambda v [xx
[jirujex's * This sample demonstrates handling intents from an Alexa skill using the Alexa Skills Kit SDK (v2).
] * Please visit https://alexa.design/cookbook for additional examples on implementing slots, dialog management,
D Iocal-debugger.js * session persistence, api calls, and more.
. * */
D package.Json const Alexa = require('ask-sdk-core');
(9 util.js
= const LaunchRequestHandler = {
v canHandle(handlerInput) {
return Alexa.getRequestType(handlerInput.requestEnvelope) === 'LaunchRequest';
1

- handle(handlerInput) {
const speakOutput = 'Welcome, you can say Hello or Help. Which would you like to try?';

return handlerInput.responseBuilder

.speak(speakOutput)
.reprompt(speakOutput)
.getResponse();
}
b
= const HelloWorldIntentHandler = {
- canHandle(handlerInput) {
return Alexa.getRequestType(handlerInput.requestEnvelope) === 'IntentRequest’
&& Alexa.getIntentName(handlerInput.requestEnvelope) === 'HelloWorldIntent';
},
- handle(handlerInput) {
const speakOutput = 'Ich sage nichts ohne meinen Anwalt!';

return handlerInput.responseBuilder
.speak(speakQutput)
[[.reprompt('add a reprompt if you want to keep the session open for the user to respond')
.aetResponse( )



expect(output[@]).toEqual({ message: 'Willkommen bei meiner Cocktail Party!' });
expect(output[1l]).toEqual({ message: 'Hier ist eine Frage: ' });

3

test('help intent message de', asy

const { output } = await testSui EndIiCh TEStS
{
| e Tt Demo Test 1
{ intent: 'HelpIntent', aianiCk.dE/gtd

s

1;
expect(output[@].message).toMatch(new RegExp( "~Bitte ));

3







Man braucht das
Doppelte

Im Gegensatz zum Erkennen von Sprache,
braucht man fir die aktuell sehr gut
klingenden Stimmen 2 aufeinander
aufbauende Modelle, die nacheinander mit

groBem Aufwand trainiert werden mussen.

Aktuell gibt es Ansatze, bei denen nur ein
einziges Modell trainiert wird. Dies ist in
der Laufzeit schneller, nur ist die Qualitat

bisher nicht so gut.

Spektogramm / TTS

Haufig wird der Tacotron-Algorithmus benutzt, um
eine synthetische Stimme zu erzeugen. Hierbei wird
nur das Spektogramm an sich erzeugt, welches

horbar ist, aber stark metallen klingt.

Vocoder

Aufbauend auf das jetzt vorhandene Spektogramm
lernt ein zweiter Algorithmus den Klang einer
naturlichen Stimme zu verbessern, so dass das

Ergebnis von beiden Algorithmen natirlich klingt.



Co & Demo Sprechen1-coqui ¢ . a% Teilen £

PRO* Dpatei Bearbeiten Anzeige Einfiigen Laufzeit Tools

ifi

x}

Zum Beenden des Volibildmodus }Fil drucken
. Verbinden ~ A

+ Code + Text & In Google Drive kopieren

4«@:/@!5‘\'

~ Sprechen 1 - coqui mit Thorsten

Dieses Notebook erzeugt Aussagen der Stimme Thorsten mit der coqui-Lib: https:/github.com/coqui-ai/TTS
Thorstens Stimme: https:/www.thorsten-voice.de

Allgemein:

Dieses Note
Colab No
Solange €

Sie kdnne

[ 1 # Vorhandene Modelle anzeigen, String kopieren, um es zu nutzen
Itts --list_models

[ ] # Hilfe anzeigen
# ltts -h
# Test erstellen, dadurch wird das Modell in /root/.local/ gespeichert
Itts --text "Dies ist ein Test." --model_name "tts_models/de/thorsten/tacotron2-DCA"

[ 1 import IPython.display as ipd
ipd.Audio('tts_output.wav')
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e Hugglng Face Transformers Agent | LangChaln CO...
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Y LT GiSNN NV Vi ZWZWvhe -
* Transformers v

Q Search documentation Cirl+¥

We identify a set of tools that can empower such agents. Here is an updated list of the tools

we have integrated in transformers:

°
V4291 v EN v ) 101381 Transformers Agent

Document question answering: given a document (such as a PDF) in image format,

Preprocess data Quickstart

) ) answer a question on this document (Donut) : _
Fine-tune a pretrained model Single execution (run)

Text question answering: given a long text and a question, answer the question in the Chat-based execution (chat)

Train with a script

Set up distributed training with text (Flan-T5) A Remote execution
8 Accelerate Unconditional image captioning: Caption the image! (BLIP) What's happening here? What
Share your model are tools, and what are
 Image question answering: given an image, answer a question on this image (VILT) agenits?
Image segmentation: given an image and a prompt, output the segmentation mask of Agents
TASK GUIDES that prompt (CL'PSgg) Tools
Code-execution?!
NATURAL LANGUAGE PROCESSING - Speech to text: given an audio recording of a person talking, transcribe the speech into
. A curated set of tools
AUDIO text (Whisper)
COMPUTER VISION - Text to speech: convert text to speech (SpeechT5)
MULTIMODAL - Zero-shot text classification: given a text and a list of labels, identify
DEVELOPER GUIDES text corresponds the most (BART)
Use fast tokenizers from & « Text summarization: summarize a long text in one or a few sentence
Tokenizers

Translation: translate the text into a given language (NLLB)
Run inference with multilingual

madels These tools have an integration in transformers, and can be used manually as well, for

Customize text generation
strategy

Use model-specific APls

example:

from transformers import load_tool
Share a custom model



feat: Whisper prompting #4196
amyeroberts merged 35 commits into huggingface:main from connor-henderson:whisper-prompting I'_l;’ 5 days ago

¥e Merged

I looked a bit more into how this works today, and it turns out that & Transformers does
things a bit differently than the original OpenAl code.

OpenAl does the following:

For the first 30-second chunk of audio, it passes the following token sequence to the model's
decoder on the first iteration: <|startofprev|> initial prompt<|startoftranscript|s><|en|>
<|transcribe|> . And then it decodes the rest of the sequence autoregressively.

Then for the second chunk of audio, it passes the following sequence to the decoder on the
first iteration: <|startofprev|> initial prompt output of the first
chunk<|startoftranscript|><|en|><|transcribe|> .

For the next chunk, it uses <|startofprev|> in
output of the second chunk<|startoftranscrip

... This li k i i ot A d °
| Prom ptl Ng AUdIO

(When you set the condition_on_previous_tex
the previous chunk instead of the complete hi
used for the very first chunk.)

Our ASR pipeline works quite differently. It also splits up the audio in 30-second chunks but
they partially overlap, and then it runs the model on these chunks in parallel. That makes it
impossible to pass the previous context to these chunks, as each chunk is processed
independently. So we have no way of sending <|startofprev|> initial prompt output of
the first chunk<|startoftranscript|><|en|><|transcribe|> to the second chunk.



%~ Hugging Face

Al

Hugging Face is way more fun with friends and colleagues! & Join an organization

Store data

starchat-playground © © like

Running

Models Datasets Spaces Docs Solutions  Pricing ~= '

Dismiss this message

App Files Community @

&

StarChat Playground

<>JStaxrChat

| This demo showcases an alpha version of StarChat, a variant of StarCoderBase that was fine-tuned
on the Dolly and OpenAssistant datasets to act as a helpful coding assistant. The base model has 16B
parameters and was pretrained on one trillion tokens sourced from 80+ programming languages, GitHub

issues, Git commits, and Jupyter notebooks (all permissively licensed).

* For more details, check out our blog post.

1. Intended Use: this app and its supporting model are provided as educational tools to explain large

language model fine-tuning; not to serve as replacement for human expertise.

. Known Failure Modes: this alpha version of StarChat has not been aligned to human preferences with
techniques like RLHF, so the model can produce problematic outputs (especially when prompted to do
so). Since the base model was pretrained on a large corpus of code, it may produce code snippets that are
syntactically valid but semantically incorrect. For example, it may produce code that does not compile or
that produces incorrect results. It may also produce code that is vulnerable to security exploits. We have
observed the model also has a tendency to produce false URLs which should be carefully inspected before

clicking. For more details on the model’s limitations in terms of factuality and biases, see the model card.

1. Data Collection: by default, we are collecting the prompts entered in this app to further improve and
evaluate the model. Do NOT share any personal or sensitive information while using the app! You can opt

out of this data collection by removing the checkbox below.
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Dank flir coole Bilder geht an:

dreamstudio.ai, pexels.com, pixabay.con




